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ASSESSMENT REPORT  
ACADEMIC YEAR 2024 – 2025 

 

I. LOGISTICS 

 

1. Please indicate the name and email of the program contact person to whom feedback 

should be sent (usually Chair, Program Director, or Faculty Assessment Coordinator). 

 

EJ Jung, ejung2@usfca.edu, Faculty Assessment Coordinator of CS dept.  

 

2. Please indicate if you are submitting report for (a) a Major, (b) a Minor, (c) an 

aggregate report for a Major & Minor (in which case, each should be explained in a 

separate paragraph as in this template), (d) a Graduate or (e) a Certificate Program 

 

(a) CS Major 

 

3. Please note that a Curricular Map should accompany every assessment report. Has 

there been any revisions to the Curricular Map? 

 

No changes were made. 

II. MISSION STATEMENT & PROGRAM LEARNING OUTCOMES 

 

1. Were any changes made to the program mission statement since the last assessment 

cycle in October 2024? Kindly state “Yes” or “No.” Please provide the current mission 

statement below. If you are submitting an aggregate report, please provide the current 

mission statements of both the major and the minor program 

Mission Statement (Major/Graduate/Certificate): 

 <BSCS/ COMPUTER SCIENCE /MAJOR> 
 

mailto:ejung2@usfca.edu
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No changes were made. 

 

Students who graduate with a Bachelor of Science (B.S.) degree in Computer Science 

will be prepared for both graduate school and for software development careers. The 

curriculum provides a solid base in computer science fundamentals that includes 

software design and development, problem solving and debugging, theoretical and 

mathematical foundations, computer systems, and system software.  

 

2. Were any changes made to the program learning outcomes (PLOs) since the last 

assessment cycle in October 2020? Kindly state “Yes” or “No.” Please provide the 

current PLOs below. If you are submitting an aggregate report, please provide the 

current PLOs for both the major and the minor programs. 

PLOs (Major/Graduate/Certificate): 

No changes were made. 

• THEORY: Explain and analyze standard computer science algorithms and 

describe and analyze theoretical aspects of various programming languages. 

• APPLICATION: Apply problem-solving skills to implement medium- and large- 

scale programs in a variety of programming languages.  

• SYSTEMS: Describe the interactions between low-level hardware, operating 

systems, and applications. 

•  PROJECT: Demonstrate effective communication and organization as part of a 

team of software developers or researchers collaborating on a large computer 

program.  

 

3. Assessment Schedule since last APR in AY 2023-2024 

AY 2024-2025: THEORY: Explain and analyze standard computer science algorithms and 

describe and analyze theoretical aspects of various programming languages. 
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4. PLO(s) being assessed (Major): 

 

THEORY: Explain and analyze standard computer science algorithms and describe and analyze 

theoretical aspects of various programming languages. In particular, we focused on the first 

part of the THEORY requirement, “explain and analyze standard computer science algorithms.” 

III. METHODOLOGY 

 

Describe the methodology that you used to assess the PLO(s). 

CS 245 Intermediate Data Structures and Algorithms’ learning outcome is to learn standard 
computer science algorithms and learn to analyze their time complexities. This is a required 
course for CS major and also a prerequisite for upper-division courses. Thus mastery in the 
course material is highly important for students’ timely graduation and also success in the 
upper-division courses.  
 
We used direct methods to assess this learning outcome by reviewing one of the exams from 
3 sections of CS 245 in Spring 2025.  
 

IV. RESULTS & MAJOR FINDINGS 

 

What are the major takeaways from your assessment exercise? 

 
To assess mastery, we split the students into four groups: 
 

1. Complete mastery of the outcome 
2. Mastered the outcome in most parts 
3. Mastered some parts of the outcome 
4. Did not master the outcome at the level intended 

 
 
Mastery Group / 
Project 1 2 3 4 Total 

Exam score 12 8 11 4 35 

Final letter grade 19 11 3 2 35 
 
As evident in the attached exams, every question is asking the students to explain or analyze 

an algorithm. While 57% of the students demonstrated mastery in all or most parts in this exam, 

82% of the students were able to demonstrate mastery in all or most parts by the end of the 

semester as shown in the letter grade. Both instructors provided programming assignments 
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where students can practice using the theories they learned and deepen their understanding, 

so that even when a student failed to demonstrate the mastery in an exam, they can get 

another chance to demonstrate mastery. 2 students who failed the course not only failed to 

demonstrate the mastery in this exam, but also in other exams.  

While it is unfortunate that 2 students failed to pass the course, one of them was able to pass 

the course on the second attempt during Summer 2025, and the other is expected to pass on 

the second attempt during Fall 2025.  

 

All students who passed CS 245 demonstrated at least some level of mastery in the materials 

covered in the course. Reviewing the exam questions from all 3 sections confirmed that this 

course covers essential data structures and algorithms in Computer Science despite having 

multiple instructors.  

 

V. CLOSING THE LOOP 

 

1. Based on your results, what changes/modifications are you planning in order to achieve 

the desired level of mastery in the assessed learning outcome? This section could also 

address more long-term planning that your department/program is considering and does 

not require that any changes need to be implemented in the next academic year itself. 

 

With the advance of AI-assisted coding tools, many instructors in Computer Science are 

concerned with the students’ misuse of such tools. While there always have been 

students who rely on outside help such as private tutors or the online homework sharing 

websites, the trend of students performing at a higher level in assignments than in exams 

is becoming more evident in lower-division courses, including this one. Exams are not 

always the best way to assess the mastery of certain concepts, so all CS faculty are 

actively experimenting and revising how to assess students’ mastery. Code review is one 

of the tools we are experimenting in CS 245. Students have to explain their code and 

justify their design choices to the teaching staff in 1-on-1 setting, so students have to 

demonstrate their mastery without the help from AI tools. It will be interesting to see the 
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correlation in outcomes between exams and programming assignments with and without 

code reviews.  

 

We also plan to revise the curricular map as the CS major requirement is changing to 

include CS 111 OOP and Data Structures.  

 

2. What were the most important suggestions/feedback from the FDCD on your last 

assessment report (for academic year 2023-2024, submitted in October 2024)? How did 

you incorporate or address the suggestion(s) in this report? 

There was no assessment report submitted in AY 2023-2024 as CS department was 

developing an action plan based Academic Program Review.  

 

 

ADDITIONAL MATERIALS 

(Any rubrics used for assessment, relevant tables, charts and figures should be included 

here) 

Please see the attachments. 



PLO1 PLO2 PLO3 PLO4

Program Learning Outcomes X Courses

THEORY: Explain and analyze 
standard computer science 
algorithms and describe and 

analyze theoretical aspects of 
various programming languages.

APPLICATION: Apply problem-
solving skills to implement medium- 

and large- scale programs in a 
variety of programming languages.

SYSTEMS: Describe the 
interactions between low-level 

hardware, operating systems, and 
applications. 

PROJECT: Demonstrate effective 
communication and organization as 

part of a team of software 
developers or researchers 

collaborating on a large computer 
program. 

Courses  or Program Requirement
110: Introduction to Computer Science I I I I I
112: Introduction to Computer Science I I D I I
212: Software Development D D D
SYSTEMS:

 220: Introduction to Parallel Programming D
221: C and Systems Programming D

245: Data Structures and Algorithms D D D
315: Computer Architecture M
326: Operating Systems M
THEORY: 

345: Programming Language Paradigms M
411: Automata Theory M

414: Compilers M
APPLICATIONS: Any 300 and 400 level course 
except for except 398 or 498. Examples below M

333: Introduction to Database Systems M
336: Computer Networks M

360: Data Visualization M
419: Computer Graphics M
420: Game Engineering M

451: Data Mining M
480: Computers and Society M

398/498: Directed Reading and Research D D
490: Senior Team Project M M

Key:
I = Introductory
D = Developing
M = Mastery 



CS245-01 Final Exam  
Prof. Karpenko, Spring 2025 
 
You	have	 2	 hours	 to	 complete	 this	 exam.	 If	 you	need	 to	 temporarily	 leave	 the	 classroom	
during	the	exam,	please	ask	the	instructor	for	permission	and	leave	your	cell	phone	on	the	
desk.	Only	one	person	may	leave	the	classroom	at	a	time.	This	is	a	closed-book	exam,	and	you	
may	not	use	your	laptop,	tablet	PC,	or	phone.		
Problem	1	(2	pt):	Suppose	we	would	like	to	sort	the	following	array	using	Quick	sort.	
 	
   9,	16,	3,	12,	7,	11,	20,	1,	13,	8,	4	
 	
(a) (1.25	pt)	Show	the	list	after	the	first	partition	of	Quick	sort,	using	the	middle	element	
11	as	the	pivot.	You	must	use	the	same	in-place	partition	algorithm	discussed	in	class.	
	
 	
(b) (0.75 pt)	Show	the	array	after	the	second	partition	step,	where	you	apply	the	partition	
algorithm	to	the	left	subarray	(from	index	0	to	the	index	of	pivot	after	the	partition	minus	
1).	Use	the	middle	element	of	that	left	subarray	as	the	pivot.	
	
Assesses	the	understanding	of	Quick	Sort	algorithm.	
Problem	2	(3	pt):		The	following	method	is	supposed	to	merge	two	subarrays	of	arr,	both	
sorted	in	decreasing	order.	The	first	subarray	runs	from	index	low	to	mid	(inclusive),	and	
the	second	from	mid + 1	to	high	(inclusive).	It	merges	them	into	a	single	sorted	subarray	
(in	decreasing	order)	and	stores	the	result	back	in	arr.	The	method	must	be	efficient	and	
run	in	linear	time.	You	may	not	use	built-in	sorting	methods	or	any	additional	data	
structures.	Only	the	provided	temporary	array	temp	may	be	used	for	additional	storage.	
	
Example:		arr	=	{7,	9,	0,	3,	8,	16,	10,	7,	4,	6,	5,	2},	low	=	6,	mid	=	8,	high	=	11.	The	subarrays	
{10,	7,	4}	and	{6,	5,	2}	need	to	be	merged	to	produce	a	subarray	in	decreasing	order.	The	
updated	array	becomes:	{7,	9,	0,	3,	8,	16,	10,	7,	6,	5,	4,	2}.		
The	sorted	subarray	is	shown	in	gray.	Fill	in	the	missing	code	in	mergeDecreasing.	
	
void mergeDecreasing(int[] arr, int[] temp, int low, int mid, int high) { 
    int i = low; // index for the first subarray 
    int j = mid + 1; // index for the second subarray 
    int k = low; // index for the temp array 
    while (                                 ) { 
         
 
 
 
 
 
 
 
 
 
 
 
 



 
 
 
 
 
 
 
        k++; 
 
    } 
    // Copy the result from temp back to arr 
    for (int l = low; l <= high; l++) { 
        arr[l] = temp[l]; 
    } 
     
} 
 

Assesses	the	understanding	of	one	of	the	steps	of	Merge	Sort	algorithm.	
 
Problem	3	(2	pt):	Consider	the	following	graph:	

	

(a)	(0.5pt)	List	the	order	in	which	the	vertices	are	visited	during	a	DFS	(Depth	First	
Search)	starting	from	vertex	0.	

	
(b)	(1pt)	Show	the	discovery	and	finish	times	for	each	vertex	during	DFS,	starting	from	
vertex	0	(write	them	directly	on	the	graph,	next	to	each	vertex).	

(c)(0.5pt)	List	the	order	in	which	the	vertices	are	visited	during	a	BFS	(Breadth	First	
Search)	starting	from	vertex	0.	



Assesses	the	understanding	of	two	graph	traversal	algorithms:	DFS	and	BFS.	

Problem	4	(2	pt):	Give	Theta	of	the	running	time	(as	a	function	of	n)	of	the	following	code	
snippet	and	explain	your	answer.			
 
public int func(int n) { 
   int sum = 0; 
   for (int i = 1; i <= n; i = i + 1) { 
       for (int j = n; j > 0; j = j - 2) { 
            for (int k = 1; k < n * n; k = k + 1) { 
                 sum++; 
            } 

     for (int l = 1; l <= n; l = l * 2) { 
                 sum++; 
            } 
       } // closing for j 
   } // closing for i 
   return sum; 
} 
	
Explanation	(1.5	pt)	Give	the	running	time	of	each	loop	and	show	how	to	combine	them:	
	
	
	
	
	
	
	
	
	
	
Answer	(0.5):	
	

Assesses	the	student’s	ability	to	compute	the	time	complexity	of	a	given	piece	of	code.	

Problem	5	(3	pt):		You	are	given	the	root	of	a	Binary	Search	Tree	(BST)	where	all	values	are	
unique.	Write	a	method	that,	given	a	target	value,	returns	a	list	of	all	ancestors	of	the	target	
node,	ordered	from	closest	ancestor	to	the	root.	If	the	target	value	is	not	present	in	the	
tree,	your	method	should	return	an	empty	list.	Your	solution	must	be	iterative	(not	
recursive).	An	ancestor	of	a	node	is	any	node	on	the	path	from	the	root	to	the	node’s	
parent.	The	target	node	itself	is	excluded,	only	the	nodes	above	it	in	the	tree	are	
considered	ancestors	for	this	problem.	

Example:	

			



The	ancestors	of	15	are	{20,	10},	the	ancestors	of	“5”	are	{20,	10},	and	the	list	of	ancestors	
for	30	contains	only	one	node:	{20}.		Since	this	is	a	Binary	Search	Tree	(BST),	you	must	use	
the	fact	that	values	in	the	left	subtree	are	smaller	and	values	in	the	right	subtree	are	larger	
to	guide	your	search	efficiently.	Your	solution	should	not	search	both	subtrees.	Hint:	this	
logic	of	this	method	is	similar	to	the	“find”	method	in	BST.	

 
public class AncestorFinder { 

private class TreeNode { 
      int val; 
      TreeNode left, right; 
      TreeNode(int val) { this.val = val; } 

} 
public List<Integer> getAncestors(TreeNode root, int target) { 

List<Integer> ancestors = new ArrayList<>(); 
       TreeNode curr = root; 

  while (curr != null) { 
 
 
 

 
 
 
 
 

 
 
 
 

 
 
 
 
 

 
 
  } 
  // did not find the target 

         return new ArrayList<>(); // return an empty list 
} 

} 
 



Assesses	the	understanding	of	binary	search	trees.	

 

Problem	6	(1pt):			Which	of	the	following	trees	(A,	B,	C,	D)	are	valid	min	heaps?		Explain	
your	answer.	
A.	

	

B.	

	
C.	

	
	

D.	

	
 
Answer		0.5	pt	(Which	tree(s)	is/are	valid	min-heaps?):	

Explanation	0.5	pt	(For	each	tree	that	is	not	a	min-heap,	explain	why	it	violates	the	min-
heap	property):	

	

	

Assesses	the	understanding	of	Min	Heap.	

Problem	7	(2	pt):			The	method	below	implements	Prim’s	algorithm	for	finding	a	
Minimum	Spanning	Tree	(MST)	of	a	graph	represented	with	an	adjacency	list.	Each	vertex	is	
associated	with	a	TableElement	that	keeps	track	of	whether	the	vertex	has	been	added	to	
the	MST,	the	current	lowest	cost	to	connect	it	to	MST,	and	the	previous	vertex	on	that	path.	
The	helper	method	findSmallestVertex()	returns	the	index	of	the	vertex	not	yet	added	to	
the	MST	that	has	the	smallest	known	cost.	



(a) (0.5	pts)	Add	one	line	of	code	to	update	the	total	cost	of	the	MST	after	adding	a	new	
edge.	

(b) (1.5	pts)	Complete	the	if	condition	and	the	update	lines	that	check	whether	a	
neighbor	can	be	connected	to	MST	at	a	lower	cost,	and	update	its	cost	and	path,	if	so.	

public class PrimAlgorithm extends MSTAlgorithm { 
    private int sourceVertex; 
    private TableElement[] primTable; 
 
    private class TableElement { 
        boolean added; 
        int path; 
        int cost; 
 
        public TableElement(boolean added, int path, int cost) { 
            this.added = added; 
            this.path = path; 
            this.cost = cost; 
        } 
    } 

 
      // The method that computes the Minimal Spanning tree 
      public void computeMST() {  
         double total = 0; 
         primTable = new TableElement[numVertices()]; 
         for (int i = 0; i < numVertices(); i++) { 
               primTable[i] = new TableElement(false, -1, Integer.MAX_VALUE); 
         } 
         primTable[sourceVertex].cost = 0; 
 
         for (int i = 0; i < numVertices(); i++) { 
            // Pick the unadded vertex with the smallest cost 
            int v = findSmallestVertex(); // assume this method exists 
            primTable[v].added = true; 
 
            // Add an edge to the MST (unless this is the starting vertex) 
            if (primTable[v].path != -1) { 
                addMSTEdge(new Edge(primTable[v].path, v, primTable[v].cost)); 
 
                // TODO: update total cost 
                total +=    ; 
             } 
 
             // Go through neighbors of v and update them if we found a better cost 
             Edge curr = getFirstEdge(v); 
             while (curr != null) { 
                  int neighbor = curr.getNeighbor(); 

// TODO: Complete the if condition checking whether a neighbor can 
// be connected to MST at a lower cost 
// TODO : update its cost and path, if so. 

             if (!primTable[neighbor].added &&     ) { 
                  primTable[neighbor].cost =    ; 
                  primTable[neighbor].path =    ; 
                  } 
 



                  curr = curr.next(); 
            } 
        } 
 
        System.out.println(total); 
   }} 
 
Assesses	the	understanding	of	Prim’s	algorithm	for	computing	the	minimal	spanning	tree	of	
a	graph	and	ability	to	implement	it	in	Java. 

Problem	8	(2	pt):		

(a) (1.5	pt)	Fill	in	the	missing	code	of	the	Bubble	sort	(should	sort	in	increasing	order):	
public static void bubbleSort(int[] arr) { 
    for (int pos = 0; pos < arr.length - 1; pos++) { 
         for (int j = arr.length - 1;                   ) { // where do we stop? 
 // compare neighboring elements and swap as needed 
 
 
 
 
 
 
 
 
 
 
                        
        } 
    } 
} 

(b) (0.5	pt)	What	is	the	Θ	of	bubble	sort	in	the	worst	case?	
	

Assesses	the	understanding	of	Bubble	sort	algorithm	and	ability	to	implement	it	in	Java.	

Problem	9	(2	pt):			

(a) (1pt)	Insert	the	following	values	into	a	binary	search	tree	(BST)	using	the	algorithm	
discussed	in	class	(and	in	the	course	reader):	
6,	9,	1,	8,	4,	11,	0,	7	
	
	
	
	
	
	

(b)	(0.5pt)	Give	PREORDER	traversal	of	the	tree	created	in	(a).	

(c)	(0.5pt)	Give	POSTORDER	traversal	of	the	tree	created	in	(a).	



Assesses	the	understanding	of	traversal	algorithms	on	binary	search	trees.	

Problem	10	(2	pt):		You	are	inserting	the	following	sequence	of	keys	into	a	hash	table	of	
size	7	using	closed	hashing	with	double	hashing:	

19, 48, 13, 26, 34, 42, 41 

The	hash	table	uses	the	following	hash	functions:	

• Primary	hash	function:	h(key)	=	key	%	7	(where	%	is	the	modulo	operator)	
• Secondary	hash	function:	d(key)	=	5	-	(key	%	5)	

Here	is	a	table	showing	the	primary	and	secondary	hash	values	for	each	key:	

Key h(key) = key % 7 d(key) = 5 - (key % 5) 
19 5 1 
48 6 2 
13 6 2 
26 5 4 
34 6 1 
42 0 3 
41 6 4 

 
(1.5 pt) Show	the	final	state	of	the	hash	table	after	all	insertions	(using	double	hashing).	

0 1 2 3 4 5 6 

       
 

(0.5 pt) For	each	key,	show	the	total	number	of	probes	required	to	insert	it	in	the	table.	For	
instance,	we	just	need	to	probe	1	time	before	placing	element	19,	because	h(19)	=	5	slot	is	
available.	(Note:	some	keys	are	harder	to	place	than	others,	and	this	question	will	be	graded	
accordingly).	
	
	
	
Assesses	the	understanding	of	hash	tables	(implemented	using	closed	hashing	with	double	
hashing).	
	
	
	

 
	

Problem	11	(2	pt):		Suppose we start with seven disjoint sets containing the elements 
0, 1, 2, 3, 4, 5, 6, and initially each element is in its own set.  Assume	that	we	use	an	array	
of	parent's	indices	and	use	Union	by	Rank	heuristic	where	for	each	root	we	store	(-height	of	
the	subtree).	When	the	heights	are	equal,	assume	that	the	second	root	becomes	the	"main	
root".			



Show	the	result	of	the	following	union	operations	on	these	sets:	
Union(3,	5)	
Union(3,	6)	
Union(1,	2)	
Union(2,	5)	
Union(0	,	4)	
Union	(0,	3)	
	
(a) (1.5	pt)	Show	the	array	of	parent	indices	and	(-heights)	after	all	union	operations:	

	
(b) (0.5	pt)	Draw	the	resulting	tree:	
	
	
	
	
Assesses	the	understanding	of	Disjoint	Sets.	
Problem	12	(1	pt):		Consider	the	following	recursive	function:	
 
  int func(int n) { 
       if (n <= 1) 
          return 1; 

int sum = 0; 
for (int k = 0; k < n; k++) { 
  for (int j = 0; j < n; j++) { 
     sum++; 
  } 
} 

 
      return func(n/2) + sum; 
  } 
	
Give	a	recurrence	relation	that	describes	the	running	time	of	this	recursive	function.	
Base	case	(0.2	pt):	
	
Give	T(n)	for	the	recursive	case	(0.8	pt):	
	
You	do	not	need	to	solve	the	recurrence	relation.	



Assesses	the	ability	to	analyze	the	time	complexity	of	a	recursive	piece	of	code.	

	
	



CS245-02	Final	Exam	
Prof.	Karpenko,	Spring	2025	
	
You	have	 2	 hours	 to	 complete	 this	 exam.	 If	 you	need	 to	 temporarily	 leave	 the	 classroom	
during	the	exam,	please	ask	the	instructor	for	permission	and	leave	your	cell	phone	on	the	
desk.	Only	one	person	may	leave	the	classroom	at	a	time.	This	is	a	closed-book	exam,	and	you	
may	not	use	your	laptop,	tablet	PC,	or	phone.		
	
Problem	1	(1.5	pt):		Suppose	we	want	to	sort	the	array	{6,	4,	7,	2,	8,	3,	1,	5}	using	recursive	
Merge	Sort	we	learned	in	class.	Show	the	array	after	each	recursive	call	that	performs	a	
merge	operation,	i.e.,	after	two	sorted	subarrays	are	merged	into	one.	
Start	with	the	original	array	and	show	how	it	changes	step-by-step.	
Original	array:	6,	4,	7,	2,	8,	3,	1,	5	
	
	
	
Assesses	the	understanding	of	Merge	Sort	algorithm.	
	
Problem	2	(3.5	pt):	 	You	are	given	an	array	of	CovidTest	objects	representing	COVID	test	
results	for	each	day	of	a	month.	The	index	in	the	array	corresponds	to	the	day	of	the	month	
(e.g.,	index	0	is	day	1,	index	1	is	day	2,	...,	index	30	is	day	31).	Each	test	result	has	a	status	field,	
which	 is	 either	 "pos"	 (positive	 test)	 or	 "neg"	 (negative	 test).	 You	 are	 given	 an	 integer	
startDay,	 representing	 the	 first	 day	 (1-based)	 of	 the	 date	 range	 to	 process.	 You	 must	
rearrange	the	test	results	in-place	(that	is,	modify	the	given	array	directly,	without	using	any	
new	arrays	or	data	structures).		

• Within	the	range	from	startDay	to	the	end	of	the	month,	all	"pos"	(positive)	results	
should	appear	before	all	"neg"	(negative)	ones.	

• The	order	of	tests	before	startDay	must	remain	unchanged.	

Example,	suppose	we	have	Covid	test	results	for	days	1–10:	
{"neg",	"pos",	"neg",	"pos",	"neg",	"pos",	"neg",	"neg",	"pos",	"pos"}	

If	startDay = 3,	we	need	to	rearrange	the	array	from	day	3	to	10	(indices	2–9).	Days	1–2	
should	stay	the	same	(unchanged).	After	rearranging	days	3–10:	all	“pos”	first,	then	“neg”,	
we	should	get	the	following	result:	
{"neg",	"pos",	"pos",	"pos",	"pos",	"pos",	"neg",	"neg",	"neg",	"neg"}	
Note	the	array	is	sorted	only	from	startDay-1	to	length	–	1.	Elements	at	indices	0	and	1	have	
not	been	changed.	Returned	value:	4	(number	of	positives	from	start	day	3	onward).	

You	must	use	a	partition-style	algorithm	with	two	indices	(like	the	one	we	used	to	sort	
0s	and	1s),	and:	

• You	are	not	allowed	to	count	the	number	of	positives/negatives		
• You	may	not	use	any	additional	arrays,	lists,	or	collections.	



• You	must	return	the	number	of	positive	test	results	in	the	given	range,	based	on	
index	only,	not	by	counting.	

• Use	the.	equals()	method	to	compare	strings.	

public class CovidTest { 
    private String status; // "pos" or "neg" 
 
    public CovidTest(String status) { 
        this.status = status; 
    } 
 
    public String getStatus() { 
        return status; 
    } 
 
    public String toString() { 
        return status; 
    } 
} 
Complete	the	method	below:	
public class PartitionCovidResults { 
 
    /** 
     * Rearranges test results so that positive tests from day `startDay` 
     * to end of month come first, then negative tests. Returns the number of 
     * positive results in that range. Does not modify the array before startDay. 
     */ 
    public int rearrangePositiveFirst(int startDay, CovidTest[] results) { 
        int i =           ;  
        int j =           ; 
 
         
 
 
 
 
 
 
 
 
 
 
 
    
 
 
 
 
 
 
  
 
      // Return the number of positive tests from day startDay onward  
 
    } 
} 



Assesses	the	understanding	of	a	variation	of	partition	algorithm.	
 
Problem	3	(2	pt):	Consider	the	following	graph:	

	
(a)	(1pt)	Run	DFS	on	the	graph,	starting	with	vertex	0.	Show	the	order	in	which	the	vertices	
are	visited	while	running	DFS	from	vertex	0.	When	a	vertex	has	multiple	unvisited	neighbors,	
consider	them	in	ascending	order.		
	
	
(b)	(1pt)	Run	BFS	on	the	graph,	starting	with	vertex	0.	When	a	vertex	has	multiple	unvisited	
neighbors,	consider	them	in	ascending	order.	Show	the	order	in	which	the	vertices	are	visited	
while	running	BFS	from	vertex	0.	
	

Assesses	the	understanding	of	graph	traversal	algorithms,	DFS		(depth	first	search)	and	BFS	
(breadth	first	search).	
	
Problem	4	(2	pt):	Give	Theta	of	the	running	time	(as	a	function	of	n)	of	the	following	code	
snippet	and	explain	your	answer.			
	
public int func(int n) { 
   int sum = 0; 
   for (int i = 1; i <= n; i = i * 2) { 

for (int k = 1; k <= n * n; k++) { 
             sum += k; 
       } // closed k loop 
       for (int j = n; j > 0; j--) { 
            sum += j; 
       } // closed j loop 
   } // closed i loop 



   return sum; 
} 
	
Answer	(0.5):	
	
	
	
Explanation	(1.5	pt)	Give	the	running	time	of	each	loop	and	show	how	to	combine	them:	
	
	
	
	
	
	
	
	
	

Assesses	the	ability	to	analyze	time	complexity	of	a	given	piece	of	iterative	code.	

Problem	5	(3	pt):		Given	the	root	of	a	Binary	Search	Tree	(BST)	and	two	valid	values	p	and	
q,	write	a	method	that	returns	the	Lowest	Common	Ancestor	(LCA)	of	the	nodes	with	
those	values.	We	define	the	LCA	as	the	lowest	node	that	is	a	common	ancestor	of	both	p	
and	q.	For	this	problem,	a	node	may	be	considered	an	ancestor	of	itself.	
Example:	The	lowest	common	ancestor	(LCA)	of	5	and	15	is	10.	The	LCA	of	5	and	30	is	20.	
The	LCA	of	10	and	15	is	10.		

			

In	a	binary	search	tree	(BST),	if	both	p	and	q	are	less	than	root.val,	then	LCA	lies	in	the	left	
subtree;	if	both	are	greater	than	root.val,	LCA	lies	in	the	right;	what	should	you	return	if	p	
is	on	one	side	of	the	root	and	q	on	the	other?	Implement	this	method	iteratively	(without	
recursion).	
public class LCAFinder { 

  private class TreeNode { 
    int val; 
    TreeNode left, right; 
    TreeNode(int val) { this.val = val; } 
  } 
				public TreeNode lowestCommonAncestor(TreeNode root, int p, int q) { 
       while (root != null) { 
             
  
 
 



 
 
 
 
 
 
 
 
 
 
 
 
        } 
        return null; // shouldn't happen since we assume p and q are in the tree 
    } 
} 
 
Assesses	the	understanding	of	Binary	Search	Trees	(BST)	and	ability	to	implement	
algorithms	on	BST	in	Java. 
 
Problem	6	(2pt):		Consider	the	binary	trees	shown	in	the	table	below.	
(a)	(1	pt)	For	each	tree,	indicate	whether	it	is	a	Binary	Search	Tree	(BST),	a	Min	Heap,	or	
Neither.			Briefly	explain	your	answer.						
	
	
	
	
	
	

A.	
	

	

B.	

	
C.	

	
	

D.	

	

	
(b) (1	pt)	Give	PREORDER	traversal	of	each	tree.	



	A.	
	B.	
	C.	
	D.	

Assesses	the	understanding	of	Binary	search	trees	and	Min	heaps,	as	well	as	traversal	
algorithms	on	trees.	

Problem	7	(2	pt):		A	company	is	installing	underground	water	pipelines	to	connect	six	
industrial	sites	labeled	A	through	F.	The	cost	of	laying	a	pipeline	between	any	two	sites	is	
proportional	to	the	distance	between	them.	The	table	below	lists	the	distances	(in	units)	
between	pairs	of	sites	where	a	direct	connection	is	possible.	

Edge	 Cost	
(A,	E)	 2	
(A,	F)	 4	
(B,	C)	 4	
(A,	C)	 5	
(D,	F)	 5	
(D,	E)	 6	
(C,	D)	 6	
(C,	E)	 6	
(A,	B)	 6	
(B,	D)	 7	
(A,	D)	 7	
(B,	E)	 8	
(C,	F)	 8	
(E,	F)	 9	
(B,	F)	 10	

Your	goal	is	to	determine	the	minimum	total	cost	required	to	connect	all	sites,	ensuring	
that	water	can	flow	between	any	pair	of	sites	(i.e.,	the	network	must	be	connected).	

(a)	(1.75	pt)	Solve	this	problem	using	either	Kruskal’s	or	Prim’s	algorithm.	
• If	using	Kruskal’s,	show:	

o The	disjoint	sets	at	each	step	
o When	you	add	or	skip	an	edge	to	avoid	forming	a	cycle	

• If	using	Prim’s,	show:	
o The	final	table	of	vertex	costs	and	parents	
o The	order	in	which	each	vertex	was	added	to	the	MST	

	



	

	

	

	

	

	

	

(b)	(0.25	pt)	Compute	and	show	the	total	cost	of	the	resulting	minimum	spanning	tree.	

Assesses	the	understanding	of	graph	algorithms	(Prim’s,		Kruskal’s)	for	computing	a	
minimal	spanning	tree.	

Problem	8	(2	pt):		Suppose	we	implement	a	hash	table	using	open	hashing	(also	called	
separate	chaining),	where	the	hash	table	consists	of	an	array	of	linked	lists.	In	the	
implementation	below,	we	use	an	array	of	Node	objects,	where	each	element	in	the	array	
represents	the	head	of	a	linked	list.	Each	node	stores:	

• an	integer	key,	
• a	String	value,	
• a	reference	to	the	next	node	in	the	linked	list.	

You	are	given	part	of	the	implementation	below.	Your	task	is	to	complete	the	put	method,	
which	inserts	a	node	with	the	given	key	and	value	into	the	hash	table:	

• If	the	key	already	exists	in	the	table,	update	the	existing	node's	value.	
• Otherwise,	insert	the	new	node	at	the	front	of	the	linked	list	at	the	correct	index.	

public class HashTable { 
    private Node[] table; 
    private int capacity; 
    public static class Node { 
        private int key; 
        private String value; 
        private Node next; 
        public Node(int key, String value) { 
            this.key = key; 
            this.value = value; 
            this.next = null; 
        } 
    } 
    // constructor not shown 
 
    int hash(int key) { 
        return key % capacity; 
    } 
 



    public void put(int key, String value) { 
        Node newNode = new Node(key, value); 
        // Compute the hash index 
 
        // Find the correct linked list using the hash index and insert the node        
 
 
 
 
 
 
 
 
 
 
 
 
    }} 
Assesses	the	understanding	of	a	hash	table	and	ability	to	implement	it	using	open	hashing	/	
separate	chaining. 

Problem	9	(2	pt):		The	following	method	is	supposed	to	recursively	sort	the	array	arr 
between	indices	low	and	high	(inclusive)	using	the	Merge	Sort	algorithm.	

Assume	a	non-recursive	helper	method	merge(arr, temp, low, mid, high)	is	provided	
and	merges	the	two	sorted	subarrays	into	a	single	sorted	subarray.	

Fill	in	the	missing	base	case	and	recursive	calls	in	the	mergeSort	method	below.	

void mergeSort(int[] arr, int[] temp, int low, int high) { 
    // Add a base case  
 
 
 
    int mid = (low + high) / 2; // find the middle 
    // Recursively sort the two halves  
 
 
 
 
    // Merge the two sorted halves into one sorted subarray 
    merge(arr, temp, low, mid, high); // assume this method exists and works 
} 
 
Assesses	the	understanding	of	Merge	Sort	algorithm. 

Problem	10	(1	pt):		Answer	the	following	questions	about	Bin	Sort	(do	NOT	write	code):	

• What	assumption	does	it	make	about	elements	in	the	input	array?	When	would	you	
use	it	in	practice?	(0.5)	

	



	

	

	

• Best	case	running	time	(0.25)	
	

• Worst	case	running	time	(0.25)	

Assesses	the	understanding	of	bin	sort.	

Problem	11	(2	pt):		Solve	the	following	recurrence	relation	using	repeated	substitution.		
T(n)	represents	the	running	time	of	an	algorithm. 
T(0) = T(1) = C 
T(n) = 2T(n/2) + 4n 
	
Show	two	substitutions	(0.3):	
	
	
	
	
	
	
	Give	the	pattern	after	k	substitutions	(0.25):	
	
	
	
	Give	k	for	which	we	reach	the	base	case	(0.15)	
	
	
Give	the	final	answer:	(0.3)	

Assesses	the	ability	to	compute	time	complexity	of	recursive	pieces	of	code.	

Problem	12	(1	pt):		Consider	the	following	2-3	tree:	

	

(a) (0.75	pt)	Insert	element	12	into	the	2-3	tree	shown	above	and	show	the	resulting	valid	
2-3	tree:	

	



	

	

(b) (0.25	pt)	Delete	element	1	and	show	the	resulting	valid	2-3	tree:	

Assesses	the	understanding	of	2-3	trees	(B-trees).	
	
	



CS 245-03 Exam 3, Spring 2025

Name:

1. Consider the following function written in Java.

1 public static int nestedSum(int[] arr){

2 int sum = 0;

3 int n = arr.length;

4 for (int i=0; i<n; i++){

5 for (int j=1; j<n; j*=2{

6 sum = sum+arr[i]+arr[j];

7 }

8 }

9 return sum;

10 }

(a) (2 points) Describe completely what the function does.

(b) (6 points) Find the ! computational complexity of the algorithm. Explain
how you came up with your calculation in words, writing complete sentences.
(Imagine you’re explaining to another student in this class).

1



2. (a) (5 points) Is there a function f(n) which is in O(n) but not in !(n)? If so,
give an example and briefly explain. If not, explain why not.

(b) (5 points) Is there a function which is in ”(log(n)) but not in O(n)? If so,
give an example and briefly explain. If not, explain why not.

3. (8 points) Show ALL steps of selection sort on this array:

8 2 5 3 6 4

2



4. (a) (3 points) Briefly explain what it means for a sorting method to be stable

(b) (2 points) Name one sorting method we’ve studied that IS stable.

(c) (3 points) Name one sorting method we’ve studied that is NOT stable.

5. (8 points) Please draw the Binary Search tree (BST) that results from inserting
the following numbers, in the following order:

15, 30, 33, 8, 20, 4, 6, 18

3



6. For this problem, consider the following Min Heap:

(a) (3 points) Show, step-by-step, what happens when we removeMin from this
heap.

(b) (3 points) Starting from the original heap above, show, step-by-step, what
happens when we add 6 to this heap.

(c) (4 points) What is the time complexity of removeMin for a Min Heap? Briefly
explain.
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7. (10 points) Consider the uptrees corresponding to this array:

i 0 1 2 3 4 5 6 7 8 9

setArr[i] 5 4 -3 -4 3 2 3 6 5 3

Please show what happens to this array when we implement union(0, 1). (You
may draw the uptrees too, if you’d like. But you must show what happens to the
array). Assume we are using both path compression and union by rank.
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8. (10 points) Instead of using a min heap with Kruskal’s algorithm, we sort an array
of edges. That is: each element in the array stores the endpoints of the edges
as well as the edge weight; it is sorted by the edge weight. We step through the
array of edges (smallest weight to largest weight), adding to our spanning tree all
edges which can be added without creating a cycle. (We use the Disjoint Sets data
structure to keep track of whether or not adding an edge would create a cycle). The
algorithm reports the minimum weight of a spanning tree (and does not need to
keep track of which edges are in the tree). What is the “big-Oh” time complexity
of this implementation of Kruskal’s algorithm? Be sure to fully explain.
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9. (a) (2 points) What is Prim’s algorithm used for?

(b) (8 points) Apply Prims algorithm to the following graph starting from node
0. Explain what you’re doing and be sure to report the full final answer.
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10. (10 points) Consider the following graph. Show the steps of implementing Dijkstra’s
algorithm with 4 as the source. Be sure to show all steps of the algorithm, and the
changing arrays of distances and “previous” (neighbor) nodes.
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11. (8 points) Suppose you are inserting the keys 15, 20, 7, 2, 17 into a hash table using
double hashing with the following hash functions:

h1(n) = n (mod 13)

h2(n) = n (mod 11)

Please show where those keys are inserted, one by one.
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