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Mission Statement

The mission of our program is to produce graduates who possess a
theoretical and practical understanding of many classical and modern
statistical modeling and machine learning techniques; who use
contemporary programming languages and technologies to scrape, clean,
organize, query, summarize, visualize, and model large volumes and
varieties of data; and who use their knowledge and skills to successfully
solve real-world data-driven business problems and to communicate those
solutions effectively.

Notes: The MSDS program’s mission statements were ratified by its faculty
during a January 2016 vote over email
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Program Learning Outcome

Our program learning outcomes (PLOs) were changed in December of
2018 and ratified by a vote of the faculty to the following:

PLO 1. Possess a theoretical understanding of classical statistical
models (e.g., generalized linear models, linear time series models,
etc.), as well as the ability to apply those models effectively.

PLO 2. Possess a theoretical understanding of machine
learning techniques (e.g., random forests, neural networks,
naive Bayes, k-means, etc.), as well as the ability to apply those
techniques effectively.

PLO 3. Effectively use modern programming languages (e.g., R,
Python, SQL, etc.) and technologies (AWS, Hive, Spark, Hadoop,
etc.) to scrape, clean, organize, query, summarize, visualize, and
model large volumes and varieties of data.

PLO 4. Prepare for careers as data scientists by solving real-world,
data-driven, business problems with other data scientists, and
understand the social, ethical, legal, and policy issues that
increasingly challenge and confront data scientists.

PLO 5. Develop professional communication skills (e.g.,
presentations, interviews, email etiquette, etc.), and begin integrating
with the Bay Area data science community.

Please note that the MS in Data Science program has transitioned to
the MS in Data Science and Artificial Intelligence Program in Fall 2025.
We have updated the curriculum and we are currently working on
updating the PLOs to reflect the curriculum changes. This
assessment report, however, is based on the curriculum offered in
AY2024-2025, before the changes were implemented.
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Current Curricular Map
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Assessment Schedule between APRs

In May 2025, all MSDS faculty voted to have a 5-year assessment plan as

below:

Year Assessment Schedule

Year 1 Assessing PLO 1 based on statistics courses like MSDS 504,
601, 604, and 629

Year 2 Assessing PLO 2 based on machine learning courses like
MSDS 621, 699, 630, 634

Year 3 Assessing PLO 3 based on computational courses like MSDS
691, 692, 689, 694, 697

Year 4 Assessing PLO 4 based on project-based learning courses like
MSDS 633, 638 , 603, 631

Year 5 Assessing PLO 5 based on courses involving communications,
practicum and career services like MSDS 610, Practicum,
Seminar and Career Services

This report presents the assessment of PLO 2. The last assessment on this
PLO was done in 2021-2022.

Please note the PLO proposal under work focuses on further refining the
language, adding learning outcomes related to Al, and modifying the list of
courses mapped to each PLO. Because of the program transition, this
report with the old PLOs will only focus on the two core courses under

PLO2:

MSDS 621 - Intro to Machine Learning

MSDS 630 - Advanced Machine Learning
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Description of the Assessment Methodology

Two faculty members (Robert Clements and Cody Caroll) in MSDS
contributed representative questions from two or more written exams taken
from the two machine learning core courses.

We decided on a scoring mechanism that could be used across all courses
and all questions on those exams used in this report:

Score Description

3 Student has mastered material necessary to answer a specific question

2 Student did not give a perfect answer to the question but had a solid grasp on the concepts
1 Student did not achieve a minimum level of competency for a specific question

0 Student did not answer

For the purposes of this assessment report, faculty returned to their exams,
sometimes months after initially grading the students, to select and score
assessment questions as 3, 2, or 1.
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Description of Results

MSDS 621 Intro to Machine Learning focuses on the implementation and
application of supervised and unsupervised machine learning algorithms
using Python and related libraries. Students learn to properly select
features and evaluate model accuracy. Models include at least kNN, naive
Bayes, random forests, and clustering. The questions selected are
representative of the course learning outcomes and PLO2:

Q1

We have a partially trained decision tree (classification) below. One of the decision nodes, and its two
leaf nodes, is blank. The table of data given below is the data we must use in order to complete the
tree. Fill in the decision node, the splitting value, and the leaf node predictions. Hint: the splitting
candidates are X1 = 3 or 4, or X2 = 2 or 3. Look at all of the possible partitions and see if you can tell
which one is the best split without actually calculating the total loss for each potential split.

Q2

Regression: Assume we have a random forest regressor with 5 trees and we want to make a prediction
for a specific observation. Given that the observation lands in the leaf nodes below, use the leaf node
values to calculate the final random forest prediction using both prediction methods (unweighted and
weighted).

Leaf of Tree 1: (2,2,3,4,4)

Leaf of Tree 2: (2,3,3,3,4)

Leaf of Tree 3: (1,3,5)

Leaf of Tree 4: (2,3,4)

Leaf of Tree 5: (3)

Q3

Suppose we want to cluster the following observations into 2 clusters using k-means clustering. I've
already randomly initialized the two centroids below. Using those initial centroids for cluster A and B,
assign each point to a cluster using Euclidean distance and then recalculate the centroids (and write
these in the blank spaces). Then, do one more iteration of the k-means algorithm and recalculate the
centroids again (add these to their respective blank spaces) and assign the points to their new clusters.
Add all of the cluster assignments to the two empty columns in the table below.

MSDS 621 Results
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Average Score per Column
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MSDS 630 - Advanced Machine Learning. Students study advanced
machine learning algorithms, including boosting, collaborative filtering,
support vector machines, expectation maximization for Gaussian mixture
models, hidden Markov models, and deep learning neural networks. Teams
of students carry out a large-scale real-world project.
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Q1

Recommender Systems A local bookstore has a loyal user base and a database of ratings between
1 to 5. They send monthly emails with personalized book recommendations.

Their recommendations are based on a Funk-SVD model of the utility matrix ¥
Y =0V

in which the item embedding matrix Vj, has been already computed with some previous data and is
therefore known and fixed - it does not need to be updated. There are n,, users and n,, items. They
do monthly updates of the user embeddings stored in U.

(a) Suppose we had very simple embeddings of size K = 3 whose components map onto 3 conecepts:
1. romance, 2. action, and 3. non-fiction. Suppaé_e'fﬁ-rther that all item embedding components
have been constrained to fall between -1 and 1, e.g. movie j; has an embedding like (1, -1, 0.5).
Suppose @c someone who loves romance, strongly dislikes action, and is indifferent to non
fiction. If-this user watched movie jy with the item embedding (1, -1, 0.5), do we think they
would rate it high or low? Explain why.

Q2 Continued from Q1

(b) Give an example of a plausible user embedding for the user i; mentioned above. (Hint: remember
the predicted ratings should still roughly range from 1 to 5.)

Q3
PyTorch (Redemption) (25 pts)

Suppose I wrote the following lines of PyTorch code:

torch.tensor([[1., 2., 3.], [3., 2., 1.]], requires_grad=True)
= (6*x**2 + 2).mean()

.backward()

.grad

L I ]

(a) Explain specifically what is accomplished when I call the line L.backward(). Pay attention to
the requires_grad flag in your explanation.

Q4

Neural Networks (25 pts)

(a) Draw a neural network which takes 5 inputs and has two hidden layers with 3 features at each
hidden layer, and returns 4 output classes. Include bias/intercept terms. For the hidden layers,
use the sigmoid activation function. Specify a reasonable choice for the final activation function,
if this model is for a multi-class classification problem.

Q5
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What are the differences between using a random forest model vs. gradient boosting deci-
sion/regression trees in terms of the bias-variance tradeoff? Frame your answer in terms of
bagging and boosting. Explain your answer by recreating the training error/testing error diagram
of shown in several of our class lectures, labeling the diagram completely, including the axes, base
learners, and the process of bagging and boosting on the diagram.

MSDS 630 Results:
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Discussion

The cohort that we assessed this year mostly achieved a high standard in

the MSDS program, reaching solid to mastery grades. Thanks to the effort
from our faculty to provide high-quality education and adjust the curriculum
to help our students have the skill sets that the industry is seeking.

The feedback from AY 2017-2018 reviews includes “PLOs lack the use of
active verbs and are made difficult to assess”. As mentioned, we are
working on modifitications to the PLOs with the new curriculum in data
science and Al, and we are working on the langues to reflect this advice.

During the chair training with assessment committee, we received the
suggestion of evenly distributing PLOs to be reviewed every year, That’s
why we changed out assessment plan from a 3-year plan to 5-year plan. In
addition, in our curriculum meeting, we will strategize to balance the
number of questions in each PLO to promote balanced learning and
evaluate student progress.

11
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